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Abstract

Event logs provide an abundance of information about the health of a computing system.
Previous studies have shown that definite trends precede many failures and crashes. By designing
a system to monitor the event log and to detect these trends, it is possible to predict failures and
reconfigure systems before catastrophic events can occur. The volume of data present m an event
log makes real-time hand analysis for the purposes of prediction infeasible. Automated means of
analysis must be used, and methods of reducing the mount of data must be found. Tupling
techniques are used in this report to group related events in the event logs in order to reduce the
amount of information to a managable size. Reductions of one to two orders of magnitude are
typical with tupling algorithms.

The present work deals with an analysis of event log behavior. It compares the differences

between and among uni-processor and multi-processor systems. Data from thi~en VAX-780’s
were used for the uni-processor analyses and data from five Tandem-TNS II’s were used for the
multi-processor analyses. Individual processors of the same make were found to behave similarly
on a processor-by-processor basis. Multiple processors configured into fault-tolerant systems
generally had significantly different behaviors. The logs were compared with simulated event logs
as well as with a statistical model to evaluate several aspects of the tupling techniques. Reliability
models for hypothetical systems incorporating failure prediction are presented to assess potential
gains in availability. It was found that significant decreases in system down time are achievable
with no hardware expenditure.
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1. Introduction
Failure diagnosis and prediction has been of great interest since the development of the In’st

digital computers. Most of the diagnosis techniques proposed to date involve off-line testing.

While the system is being tested it is unavailable for useful work. This makes off-line approaches

impractical as failure-prediction schemes. It is clear that noninvasive diagnostic techniques are

necessary for failure prediction. Failure-prediction methodologies depend on some observable

change in system performance prior to failure. Measures used for the prediction of failures include

system response time and trends in the system error log. A considerable mount of research in this

area has been conducted, largely at Carnegie Mellon and Stanford University [Andrews 85],

[Castillo 80, Castillo 82], [Iyer 82, Iyer 85, Iyer 86], [Lin 88], [Maxion 84, Max ion 86],

[McConnel 81], [Nassar 85], [Tsao 83a]. Studies on models for transient errors, relationships

between load and error rate, and hand analyses of error log data have all contributed towards this

goal.

Several terms useful in discussing fault tolerance and failure prediction are defined in [Siewiorek

& Swarz 82]:

Fault

Error

Transient

Intermittent

Failure

A fault is an incorrect state in a system.

The manifestation of a fault. An error will not necessarily appear at the fault
site.

A fault or error caused by temporary environmental conditions or design errors.

A fault or error that occurs occasionally due to unstable hardware or aging
components.

A failure is a physical change in hardware.

Detecting symptoms of an impending failure is a very difficult task. Faults in a system

frequently generate multiple errors, often distant from the source of the fault. Reconstructing a

fault from its pattern of errors can be difficult even for an experienced field engineer. Further

difficulty lies in distinguishing between transient and intermittent errors. In a properly functioning

system, only transient errors should be present. In a failing system, the transients will be mixed

with intermittent errors. There are currently no models for mechanisms for distinguishing between

intermittent and transient errors.

There are many applications for a system capable of predicting failures. Advance warnings can

be used to provide additional time to contact field service, reducing or eliminating travel-time

contributions to MTTR. In a redundant system, unreliable components could be replaced before

failure, increasing the reliability of the system. Data-critical systems can be shut down or

reconfigured before the failure to prevent database corruption. So far very little has been done to



evaluate the benefits of failure prediction. Several reliability models for failure prediction will be

presented in Section 6.

1.1 Definitions
Several terms specific to this work appear throughout the paper.

Event

Event Log

Report

Error Report

Tuple

Tuple Type

Tuple Vector

Semantic Event

An occurrence of some unusual or significant phenomenon on a system. An
event could be a fault, a failure, and error or some user-induced event such as a
disk or tape mount.

An event log (sometimes called an error log) is a record of important events
that occur on a system. The event log contains a combination of reports about
errors as well as reports such as disk mounts and dismounts (Examples of event
logs are presented in section 3).

A message appearing an in event log describing an event.

An error report is an entry in an error log that is not logged by a
"housekeeping" function. Error reports are generated as a result of detection of
an error in the system.

A tuple is a collection of related error reports.

A canonical tuple formed by filtering information from a tuple. Tuples that
reduce to the same canonical tuple are said to be of the same type. Tuples of
the same type are generated by the same fault.

A vector of tuple type frequencies for a particular collection of tuples. Each
component of the vector represents the number of observations for a particular
tuple type over a particular time. The tuple vector is a representation of the
relative arrival rates for each type.

The tuple that would result from a given type of fault if we had a perfect
clustering aigorithrn.

1.2 Tuple Analysis

As the effects of a single fault propagate through a system, it lriggers hardware and software

error detectors resulting in multiple error records. It was this observation that prompted the

development of the tuple concept [Tsao 83a, Tsao 83b].

1.2.1 Clustering

Observations of event logs indicated that events tended to occur during relatively short periods of

high activity. This suggested a time-based clustering aigorithtn. Tsao’s clustering algorithm uses

two rules to group reports into tuples. The event log is scanned sequentially forming tuples from

reports adjacent in time (Figure 1-1). Tuples are indicated by the horizontal bar near the base 

the component errors. The first rule is based only on time; ff an error occurs within e1 of the

current tuple, that report is added to the current tuple. If this rule fails, the second rule is tested. If
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the current report is within e21 of the current report (e2 > el), and there is a degree of similarity

between this report and other reports in the tuple, then the report is added to the current tuple.

a b c de f g

Figure 1-1: Tuple Clustering Algoritl~m

Some terms related to tuples are:

Element

Entry Count

Degree Size

Spanning Time

Attributes

A unique error entry in a tuple. If two error entries in a tuple are identical, they
are combined to form one tuple element. Likewise, if two enu3,s in a tuple are
identical except for values masked by the particular matching algorithm, they
are also considered to be one element.

The total number of entries in a tuple.

The number of tuple elements in a tuple (i.e. the number of unique entries in 
tuple).

The time between the ftrst entry in a tuple and the last entry.

Quantifmble properties of a tuple. Measures that can be used to compare
tuples.

0~5 0~:15 0"r~tg8"7 002,01,011 Y,,DW 000’7 CO t313 OI~:~ZC’~’~D Z~I’~O1"~ - Z~,~A’~S t000430
055 0e:19 0"/~t.~87 002,01,011 :,Dlr, r 000"/ CO t3~.3 ~ TJl’l’~ggl~’/’ - B"~-~’$’OB t003430
005 0~:20 0"/N~.q.87 002,01,011 z,D~r 0007 CO t313 ~’l’R’z t003430 t000000 t002000 t114001

Figure 1-2: Sample Tandem Tuple

Consider the tuple in Figure 1-2. This tuple has an entry count of three, a degree size of two and

a spanning time of two minutes. Tuples provide a way of organizing information in an event log.

A tuple is a hierarchical representation of information. Top-level attributes include information

such as the entry count, degree size, spanning time and the entry time of the tuple. Second-level

attributes include the actual error records themselves, time and position of the entry within the

tuple, and lower-level attributes containing information about individual fields in the error record.

1Tsao used values of 2.8 minutes for ~1 and 22.5 minutes for ~
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1.2.2 Matching

Tsao devised matching algorithms which were used to identify tuplcs similar to those described

above, and to form tuple types. Tuples to bc compared were first passed through a number of st~ps

dependent on the particular matching algorithm. The steps included masking, ~punging and

sorting. Masking involves ’~hiding" some of the attributes of a tuplc so that only the unmasked

attributes were used in comparisons. Expunging was the process of removing duplicate entries in a

tuple. Sorting removed information about the ordering of enlries.

After the masking, expunging and sorting steps, the tuples were compared. Two tuples were said

to "match" if there was an exact agreement between them. Having obtained a procedure for

comparing two tuples, an algorithm for forming tuple types can be devised. Since an exact match

is required, any tuple from a particular type can be used as a prototype for that type. As each mple

is read by the matcher, it is compared against all known tuple types. If a match is found, the tuple

is added to the list of observations for that type. If a match is not found, a new tuple type is formed

with the tuple being used as the prototype for that tuple type.

1.3 Other Related Research

Most prediction and diagnostic schemes can be classified into one of two categories:

specification-based or symptom-based. In a specification-based approach, the diagnostic model is

formed from detaile~l information about the swacture of the system. Typically this information is

obtained from circuit diagrams and/or fault injection techniques. The problem with this method is

that the diagnosis is only as good as the model. Another more serious problem is that changes in

system configuration are a relatively common occurrence in which case a diagnostic prez~omputed

for an old configuration may be rendered inadequat~ for the new configuration. An approach based

on a detailed functional speciflcation would need to be rebuilt every time the system configuration

changed. The actual diagnosis usually re~luircs some form of testing. This usually necessitates that

the system refrain from useful work during the testing. On the other hand, symptom-based

approaches detect failures by building a model of normal behavior and detecting deviations from

that model. Trend analysis is an example of a symptom-based approach.

1.3.1 Specification-Based Approaches

Two similar specification-based approachs for diagnosis of permanent failures are described in

[Davis 82], [Genesereth 82]. Both approaches utilize a special language to describe both the

functional and physical sU~ucture of the system to be diagnosed. The hierarchical design of most

computing systems can be used to isolate the fault at each level in the description. At each level, a

list of suspect components is computed based on the observed responses to tests. From the list of
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suspects, a new set of tests is generated, and the process is repeated until there is only one suspect,

or until no test can be found.

Work at DEC [Shubin 82] has produced a diagnostic system called IDT (Intelligent Diagnostic

Tool). IDT is a tool used for diagnosing faulty Field Replaceable Units (FRU) in PDP 11/03

systems. Each FRU is composed of one or more Atomic Units (AUs). IDT selects a series of tests

to identify the FRU containing the faulty AU. Each test has associated boolean expressions, in

terms of the stat~s of AUs, about the information obtained in the pass and fail conditions of the test.

The goal of the diagnostic procedure is to provide a logical proof that the set of possible faulty AUs

are all on the same FRU.

The above approaches all assume only permanent failures. Situations involving intermittent

faults have been examined by [Br~cuer 73], [Sivanarayana 80], [Sengupta 86]. All of these method~

involve the repeated application of tests designed for permanent fault detection. This approach to

diagnosis is also prone to error as well as consuming a lot of time. There is no way to be

completely sure that intermittents have been detected.

1.3.2 Symptom-Based Approaches

One of the earliest symptom-based approachs was developed by DEC for hardware diagnosis on

TOPS-10, TOPS-20 and VAX/VMS systems. SPEAR works by comparing a set of hypotheses

based on changes in error counts expected for various failure modes against observed data. One

difficulty with using SPEAR is the volume of information that must be processed. Since SPEAR

bases its analysis on individual errors in the the event log, this volume of data can become

unwieldy for on-line analysis. Another difficulty is the built-in set of hypotheses, since failures

that are not in the model will not be detected.

In a methodology proposed by [Iyer 86], errors in an error group (similar to tuples), are

statistically compared to fred related errors. The probabilities for errors occurring together in the

group are compared to the probabilities of their occurring independently. A strength of

relationship is formed from the ratio of the joint probability to the independent probability. If the

strength of the error group is not sufficiently high, various subsets are tried until one of adequate

strength is found, forming a new error group. Using similar techniques, Iyer has built more

complex representations of the event log, ending up with the Super Event representing a particular

failure condition in the system.

Several studies on transient errors are also important for building models of normal behavior

[Castillo 82], [McConnel 81]. One of the most important findings of these studies is that
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transients, unlike hard failures, exhibit a non-exponential distribution. Data from Cm*, C.vmp,

TOPS-10 and TOPS-20 systems all showed a much better fit to the Weibull distribution with a

decreasing error rate than they did to the exponential distribution.

1.3.3 Work on Distributed Systems

Other work on failure prediction is currently being conducted by [Lin 88]. This work involves

the development of an on-line trend analysis system for the Andrew file system. The file system is

composed of thirteen f’fle servers. Each of the file servers is a workstation connected to several 800

Megabyte Fujitsu Eagle disk drives. The diagnostic system employs a hybrid architecture wherein

a portion of the analysis is done by each of the local processors and the remainder by a centralized

server. The individual processors must be able to detect when the server goes down and to store

messages locally until it comes back up.

[l, in 88] uses the Dispersion Frame Technique (DFT) to detect increases in the failure rate of a

system. The DFT defines a frame as the interarrival time between two previous errors. The

diagnosis is performed by counting the number of errors occurring within one half the frame time

of successive errors. There are several variations of the DFT differing in which frames are applied

relative to the current error. Most of these techniques operate on the previous four errors and

heuristic is applied recursively until a particular criterion is met, at which point an alarm is

signaled.

1.4 Project Summary

The methodologies pursued in this work began with the use of tuple analysis. Four main tools

for forming, generating and analyizing tuple types are described in Appendix A. This project

represents the first analysis involving a large number of independent systems. Data from thirteen

VAX/VMS systems and five Tandem systems were analyzed. The generalizability of tuple

analysis will be investigated. Statistical techniques will be used to compare the results from each

of the two sets of systems. The major findings of this research are:

¯ Groupings made by tuple formation are combinations of legitimate groupings mixed
with collections of unrelated events. At least 15% of tuples were found to contain
some unrelated events.

¯ The tupling algorithm is not very sensitive to the clustering parameter for moderate
values of the clustering time. There exists a transition point at which the sensitivity
increases dramatically. The sensitivity can also be affected by abnormal behaviors in
the system.

¯ Single processors can often be used as models for another single processor. It was
found that the behaviors of single processors tended to separate into well-defined
groups of distinct behaviors. Whole systems composed of many processors do not


