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Chapter 1
Introduction

1.1. Subject

Speech understanding systems are the logical extension of communication between man and
machine. The current input devices, such as keyboards, knobs, and slides can be eliminated,
and with the help of speech synthesis dévices, even CRTs, dials, and gauges will become ob-
solete for common operations. The flow of information can be increased through the use of
speech input, since man will no longer have to rely on an "interface”. Another advantage of
speech recognition is that a potential user will not have to learn the particular protocol a machine
requires. Simple spoken commands can be used instead.

Another, more obvious advantage of a speech understanding system is that it provides a
"hands-free” environment for its users. For example, pilots and tank commanders could function
much better in emergency situations if some commands such as changing displays, or firing
weapons could be spoken{BBN 76]. Another example is a typewriter that could understand
speech, eliminating bothersome dictation machines. In short, due to man’s increased reliance on
machines, the addition of an automatic "transiator” between them would greatly enhance ef-
ficiency.

In order for an automatic "translator” to function correctly, it must be able to parse ordinary
English into commands that it can understand. For example, in a computer operating system
environment, the statement, Show me the file called ’thesis’, besides being physi-
cally recognized, should be parsed into a UNIX command such as cat thesis. This aspect of
speech understanding is called "natural language parsing" and is not addressed here. Research
in speech recognition thus mainly deals with the ability of a computer to translate an analog
speech waveform into words and phrases; it is expected that eventually a natural language
module will be added to a system to transform it into a complete man-machine "translator”.

Early speech recognition systems used an "isolated word recognition” approach. Here, users
were forced to pause between words, so that the computer could easily determine where a par-
ticular word started and ended, thus making the pattern matching task much easier. In the early
1970’s researchers began to focus on the more difficult continuous speech recognition task,
where speech input was uttered in its normal, connected form [Newell 73].
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Some speech recognition systems require that the speaker "trains" the system by speaking
several test sentences before actual recognition can begin. This "fine-tunes” the system to a
particular speaker. However, many applications require minimal speaker training, such as
Automated Teller Machines (ATM's), where different speakers would utter only a few sentences
per transaction. Thus, a need for speaker-independent systems was established. These sys-
tems should be able to understand utterances with a variety of accents and require a very limited
amount of training for any particular speaker.

All speech recognition systems make some assumptions on the context of the recognition task.
Most of these assumptions are in the form of a limited vocabulary. For example, one context
could be "an electronic mail system.” The vocabulary would then contain only those words in the
English language used as commands in the storage and retrieval of electronic mail. Certain
trade-offs in system design are made concerning vocabulary size and such factors as the
system'’s complexity and the computing cycles required for adequate performance.

The DARPA Strategic Computing program established the need for research in two areas of
speech recognition [Adams 86]:

¢ limited vocabulary (100 - 200 words) in a high noise, high stress environment (such
as a jet fighter cockpit)

* large vocabulary (> 1000 words), continuous speech, speaker independent

Carnegie Mellon's system is concerned with the second area of research, using a resource
management task. It is designed to be implemented with an expert system developed by the
Navy to display battle readiness of a large fleet. Currently, the vocabulary contains about 1000
words, with plans to extend it to 3000, and eventually 10000 words.

The CMU speech recognition project is divided into four separate modules [Adams 86]. The
first, the front end, converts the analog speech waveform into digital signals and extracts the
important parameters. The acoustic-phonetic module hypothesizes low-level sound units calied
phonemes. The word module uses these data to hypothesize words, and the phrase module
uses the data from the word-module and a low-level grammar to produce phrases. The word and
phrase hypotheses are stored in a lattice. A lattice orders the hypothesis in two dimensions, the
time in the speech segment it occurs, and its probability of occurence. All modules are designed
to function independently, sharing a common database of phonetic information, and word and
phrase lattices. Thus, they can be run in parallel and distributed across various types of com-
puters.

All modules in the system use knowledge sources, which are independent functions that con-
tribute some amount of new knowledge to a hypothesis. One example of a knowledge source is
the juncture verifier in the phrase module. It determines whether or not two words can physically
occur in sequence, based on their acoustic-phonetic events. For example, if there is a significant
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speech event between the two words, the juncture verifier will signal the phrase module that it is
not likely that these words were uttered sequentially.

A problem that immediately surfaces is what to do with this new information. After all, the
juncture verifier is far from perfect, and the information upon which it bases its conclusions could
also be faulty. Thus, a complete rejection of a word sequence with a bad juncture is not recom-
mended. Rather, the current phrase hypothesis should be penalized. The penalizing and
rewarding of hypotheses is embodied in their score, which is intended to represent a measure of
probability that a specific hypothesis was actually uttered.

This report will address the problem of knowledge integration in speech recognition. This issue
will be examined in three parts. First, several speech recognition systems will be discussed,
paying particular attention to their hypothesis scoring algorithms. The second part of this report
will describe the Bayesian Updating algorithm and its applications in several domains. In the third
part, the Bayesian Updating algorithm is implemented in CMU’s phrase module, which could
replace the current empirically determined scoring model. Results will be presented, comparing
system performance using the old and new scoring approaches.

1.2. Organization

Background information in speech recognition will be discussed in Chapter 2. Previous speech
recognition systems, Hearsay I, HWIM, and the IBM system will be reviewed, paying particular
attention to their scoring algorithms. This chapter will also contain an in-depth description of the
current CMU system.

Chapter 3 will contain the theoretical basis for the Bayesian Updating algorithm. The applica-
tions of Bayesian Updating will be illustrated in several domains.

Chapter 4 will present the proposed Bayesian scoring algorithm to combine knowledge on the
phrase level. Three types of knowiedge have to be combined to form a phrase score: Acoustic-
Phonetic information (word score), juncture information, and syntax (context-driven knowledge).
Results will be presented that compare phrase module performance for a variety of algorithms.
Finally, an implementation of the new scoring algorithm will be recommended based on these
results.

Chapter 5 will assess the significance of this research and suggest some possible future direc-
tions.
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Chapter 2
Background

2.1. Introduction

2.1.1. Subject

Research in large vocabulary, continuous speech recognition systems began in early 1970,
when a study group was formed to determine its feasibility [Newell 73]. 1t concluded that while
continuous speech recognition would be a difficult problem, research should be initiated in the
task. Two products of this research, among others, were Hearsay I, developed at Carnegie
Mellon University, and HWIM', developed by Bolt, Beranek, and Newman, Inc. Both of these
systems are fairly similar in design but different in their implementation.

Both systems use the "hypothesize and test” paradigm. That is, they consist of independent
knowledge sources that have the ability to add and/or refine hypotheses based on the specific
expertise they represent. The independence of these knowledge sources is important, since it
enables them to function in parallel. Another central idea to both systems is the use of a
biackboard, which is a global database containing all present hypotheses, which knowledge
sources may modify at any time.

Hearsay Il and HWIM are based on similar acoustic-phonetic algorithms [Klatt 77]. Hearsay II
divides the filtered and digitized speech waveform into 10-ms chunks and then uses a peak-to-
peak amplitude measure and a zero-crossing function to segment the utterance into intervals of
relatively little acoustic change. The same procedure is carried out on a "smoothed” version of
the waveform. By comparing the four parameters thus obtained to those of stored templates,
each segment can be assigned a phoneme-type label. HWIM segments only the filtered and
digitized speech waveform, but uses different parameters to assign phoneme-type labels. These
parameters are formant frequencies obtained through linear prediction analysis of the speech
waveform, its energy as a function time in several passbands, a zero-crossing count, and the
waveform’s fundamental frequency.

YHWIM is an acronym for "Hear What | Mean"
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The two systems are also similar in that they use acoustic-phonetic information exclusively to
hypothesize words, and make use of semantics only at the phrase level. Semantics are used to
determine whether a phrase hypothesis is contextually correct. For example, while the sentence,
The ship landed at the airport may be syntactically correct, it is semantically incorrect,
since a ship is not expected to fly. Another similarity is that both systems use a bottom-up
approach of making hypotheses up to the word level. At the phrase level, both a bottom-up
approach (phrases formed from words) and a top-down approach (possible words are inserted as
semantics are examined) is executed.

Hearsay Il and HWIM also include a "natural language parsing” module in their complete
speech understanding system. The current CMU system is based on Hearsay Il and other
previous speech recognition systems, but it does not include natural language parsing. It is also
designed to run near real-time, whereas both HWIM and Hearsay !l were extremely slow [BBN
76, Adams 86). '

The IBM speech recognition system was developed by International Business Machines Corp.
and is designed to handie a dictation task. It attempts to model the the entire speech recognition
process as a probabilistic net using a Markov source model.

2.1.2. Organization

This chapter is divided into six additional sections. Section 2 and 3 will give an overview and a
specific description of the scoring algorithms of the Hearsay Il and HWIM systems, respectively.

Section 4 will describe the current CMU speech recognition system. Section 5 contains an
overview of the IBM system and discuss IBM’s approach to hypothesis scoring. Conclusions will
be presented in Section 6.

'2.2. The Hearsay Il System

2.2.1. Overview

The Hearsay Il system’s main components are cooperating, independent knowledge sources
that communicate with each other through a global data structure called a blackboard [Lesser 75).
The system operates over the following levels:

Parametric - contains the most basic information about the
speech waveform

Segmental - containg the labeled acoustic segments

Phonetic - includes the phonetic description of the input
(i.e. sound such as "ah", "sh", "eh", etc.)
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Surface Phonemic- contains phoneme-like units,
including stress and boundary markers (word,
syllable, etc.) '

Syllabic - congists of syllables

Lexical - contains words
Phrasal - made up of syntactic elements (phrases)
Conceptual - contains concepts

- Figure 2-1 shows the more important knowledge sources in relation to the level of speech
hypotheses over which they function. Hypothesis levels from which the knowledge sources re-
quire information are marked with circles, while the levels to which they provide expertise are
marked with arrows.

—Levels— -~Knowiedge Sources—
PHRASAL
===« -Syntactic-Semantic Parser
----! ----- == -8yntactic-Semantic Hypothesizer
LEXICAL
[__._._..- == =Phoneme Hypothesizer
SYLLABIC e

————— . e« Word Candidate Generator

SURFACE- — k —_—
PHONEMIC
f === = == ~Phone—Phoneme Synchronizer

PHONETIC L—-
......... Phone Synthesizer
——— - = Segment Combiner
SEGMENTAL
frome— == = - Sogmenter-Ciassitier
PARAMETRIC - ©

Figure 2-1: Knowledge Sources for Hearsay Il [Lesser 75].
The Segmenter Classifier knowledge source produces a labeled acoustic segmentation from the
speech signal's parametric input. The Phone Synthesizer uses labeled acoustic segments to
generate phonetic elements. It has the ability to form phonemes out of several segments, and
can also hypothesize phonemes that it deems necessary but aren't contained in the segment
lattice.

The Word Candidate Generator uses phonetic information to generate word hypotheses. This
is done in two steps: First, syllables are formed from the phonemes, and then a fexicon is
consulted to form possible words. A lexicon simply represents the system's vocabulary, contain-

ing several entries for each word to allow for alternate pronunciations.






