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Abstract

Large increases in chip densities have brought about chips that contain a million or more

devices. This growth in chip densities threatens the effectiveness of the best of today’s mask

verification tools with prohibitive runtimes. Special hardware approaches have been proposed to

reduce these prohibitive runtimes. This thesis investigates a new processor architecture to

accelerate VLSI mask checking. VLSI geometry checking comprises such functions as design rule

checking, connectivity analysis, transistor identification and parasitic parameter extraction from

the integrated circuit mask geometry. Rather than recast the entire verification task in

hardware, we identify primitives around which geometry checking tools can be built, and

accelerate these primitives. Unlike previous proposals for special hardware, this structure handles

more realistic representations of masks with an edge-based format and requires no exotic

components. The architecture is based on a restructuring of classical scanline-sweep methods for

direct hardware interpretation; because the architecture can be viewed as directly interpreting the

operators that manipulate the relevant scanline data structure, we refer to this as a data

structure processor. In this study, we propose a data structure processor for two critical scanline

algorithms, Boolean operations and region numbering, for masks with restricted oblique

geometry. Simulation data suggests that, relative to the tasks it was designed to replace, the

scanline processor offers gains in performance of two orders of magnitude for highly oblique mask

data and three orders of magnitude for Manhattan mask data.
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Chapter 1

Introduction

One important task in the verification of today’s VLSI chip designs is the analysis of the masks

of integrated circuits. Geometric mask verification includes such functions as design rule

checking, connectivity analysis, transistor identification and parasitic parameter extraction.

Large increases in chip densities have brought about chips that contain a million or more devices

and threaten the effectiveness of the best of today’s analysis tools with prohibitive runtimes.

Many methods have been developed to reduce these prohibitive runtimes: hierarchical checking,

better algorithms for essential tasks, incremental checking, and special hardware accelerators.

Hierarchical checking offers many advantages, but is not yet the dominant approach: flattened

checking still seems to dominate the real world. Incremental checking is desirable for small

designs, but for large designs is sometimes inconvenient to use since a large amount of processing

must take place between additions to the mask. Scanline-sweep algorithms [10, 15] represent the

best known algorithmic approach for flat checking. These are at the base of many IC mask

analysis tasks, and are attractive for their ability to handle arbitrary polygon geometry, and for

their speed and memory requirements. Experiences with optimized industrial versions of these

algorithms have been discussed extensively [6, 20]. Nevertheless, computation times for mask

validation remain long for large designs run on minicomputers, and are burdensome even on

mainframes. Recasting the entire mask checking task as dedicated hardware may offer impressive

speedups, but is unlikely to be cost-effective given the large flexibility that must be present in

real verification tools that must address a wide range of VLSI technologies. Moreover, much of

the special hardware that has been proposed for geometry checking imposes unreasonable

assumptions or restrictions on mask geometry. The basic goal of this thesis is to determine the

feasibility of using special hardware to attack realistic forms of mask checking tasks.



In this thesis we examine the advantages of recasting only essential primitives of geometry

checking in hardware, not the entire task. It is important to recognize that the entire mask

verification process is not homogeneous, but instead requires many different kinds of computing

tasks. We seek to identify primitives certain to appear in geometry checking operations. Given

that many mask verification functions are based on scanline methods, we restructure portions of

two important scanline algorithms for hardware implementation: Boolean operations between

masks and region numbering for connectivity analysis within a mask. Other mask checking tasks

including design rule checking, multilayer connectivity, and switch level connectivity are left for

further investigation. In contrast to previous approaches, we place few restrictions on the VLSI

mask itself. We propose a data-~tructure processor architecture that directly interprets the

operations needed to manipulate the scanline data structures and perform these two tasks.

Unlike most previous attempts, this processor operates on a more realistic representation of the

problem: a sorted stream of polygon edge data. Our goal in this thesis is not to produce a

complete set of primitives with which to design a complete mask checking system. Rather, our

goal is to evaluate the tradeoff involved in mapping two of the most fundamental tasks onto a

common piece of hardware.

The thesis is organized as follows. Chapter 2 surveys the basics of VLSI geometry checking, and

some of the popular methods used for VLSI geometry checking. Scanline algorithms are

examined in detail. Previous special hardware approaches are presented and motivation for our

approach is given. Chapter 3 presents details of the proposed architecture and describes more

precisely which aspects of the total mask verification process the processor accelerates. The data

flow is discussed in detail and a comparison between the software algorithm and the proposed

architecture is given. Issues of edge representation and sorting are discussed. Chapter 4 gives

benchmark data obtained from a simulator for our proposed hardware. Results are given for

synthetically generated test cases and for real mask geometry. Chapter 5 presents concluding

remarks and some suggestions for future work.



Chapter 2

Background and .Approach

This chapter briefly surveys VLSI geometry checking tasks and some of the popular algorithms

and techniques used for geometry checking. An important class of algorithms, called scanline

algorithms, is examined in detail. Previous special hardware approaches are presented and

motivation for our approach is given.

2.1. VLSI Geometry Checking

The increasing complexity of VLSI technology has forced an evolution of computer programs for

the analysis of integrated circuit masks. These programs analyze the IC masks for design rule

violations, and they extract the devices and connectivity among mask elements for later

comparison with the intended design. VLSI mask checking is not one homogeneous task, but is

composed of many tasks. See Figure 2-1. These verification tasks are essential to avoid

fabricating incorrectly formed masks and to insure satisfactory manufacturing yields and

performance. Large increases in chip densities have brought about chips that contain a million or

more devices which threatens the effectiveness of today’ s best analysis tools with prohibitive

runtimes.

For our purposes a VLSI chip is represented by its mask geometry, which is simply a set of

arbitrary polygons, each associated with some physical layer of the chip. A typical sequence of

verification tasks begins with the identification of design rule violations, followed by the

recognition of devices, and finally the determination of the connectivity of these devices completes

the circuit extraction. Mask checking tasks can be defined broadly as:

¯ Derived Mask Operations - These operations find the critical combinations of

layers that comprise devices, connections, or other relevant features. For example,
there is no NMOS "transistor" layer; it is constructed as a Boolean AND of
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Figure 2-1: Mask Checking Tasks

polysilicon and diffusion. In addition, many other features are identified using
Boolean combinations of mask layers.

Tolerance Checking Operations - These design rule checking (DRC) operations
verify that geometrical constraints imposed by a particular process are met. This
involves tolerance checks between regions on a single mask layer or between mask
layers. Tolerance checking examines spatial relationships among polygons including:
minimum or maximum width, clearance overlap, and self-clearing checks.

Connectivity Analysis - Determines connectivity within/among mask layers. For
example, region numbering assigns a unique number to each electrically connected
region. The result of connectivity analysis is an extracted circuit description which
can be compared with the intended circuit description.

Many complex IC mask verification tasks can be constructed as a sequence of more primitive

operations. A central example is the use of Boolean mask combinations (AND, OR, EXOR,

ANDNO:I~ between different layers to identify devices and the connections betwee.n devices.

Hofmann and Lauther [8] use Boolean geometric operations for feature extraction. Szymanski

[19] uses Boolean geometric operations to remove overlaps between figures within a layer, find



transistor channel regions and find the connecting wires that make up the circuit. The Boolean

OR operation, computed on a single mask, yields the connected regions on that mask; from

technology-specific rules which define the electrical connection at any overlap of regions on two or

more masks, multimask connectivity can be derived. From this connectivity information,

uniquely connected regions can be discerned so that the design rule checker has knowledge of

which electrically unconnected regions to compare for design rule violations. A partial list of the

use of Boolean combinations for the identification of elementary NMOS mask features in shown

in Figure 2-2.

Transistor:

Diffusion path:

Polysilicon path:

Channel:

(Diffusion AND poly) ANDNOT buried.

Diffusion ANDNOT poly ANDNOT cut.

Poly ANDNOT diffusion ANDNOT cut.

Transistor ANDNOT cut.

Figure 2-2: Feature Recoginiton in NMOS

2.2. Methods for VLSI Geometry Checking

We review here three popular approaches to represent and manipulate VLSI mask geometry.

These dominant approaches to mask analysis are the fixed grid raster scan, corner stitching and

edge-based approachs. We describe the advantages and disadvantages of each in order to

motivate our choice of an edge-based scheme for our processor.

The fixed grid raster scan approach involves the discretization of each mask layer into l’s and

O’s representing the opaque and transparent grid points of the mask (see Figure 2-4b for 

graphical representation). The problem with this approach is resolution: it takes a prohibitive

amount of memory to digitize a Manhattan mask image, and requires a greater amount of

memory to handle the higher degree of resolution imposed by non-orthogonal geometry. Even

with the higher degree of resolution, non-orthogonal geometries are not handled well. Also,

connectivity analysis is difficult and is usually avoided. The advantages to this approach are that

Boolean operations between mask layers are straightforward, since mask-to-mask Boolean
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operations become cell-to-cell Boolean operations and some design rule checking is supported. A

DRC method proposed by Baker [1] for Mead and Conway NMOS design rules [12] uses a window

that is passed over the bitmap, such that every pixel appears in every position of the window.

The window is a lambda square of size (3 x 3) or (4 x 4). The (3 x 3) windows can perform 

width or spacing check and the (4 x 4) windows similarly perform the 3k checks. At each pixel,

the window square is checked to see if it corresponds to predetermined valid patterns or any

orthogonal rotation of those patterns. Figure 2-3 shows some window check patterns for a 2k

spacing check.

0 1 0 0 0 0

1 0 1 0 1 0

1 0 0 0 0 0

0 1 0

0 1 0

0 1 0

0 0 0 0 0 0 0 0 0

0 0 0 0 1 0 1 1 0

0 0 0 1 0 0 0 1 0

Figure 2-3: Windows for Design Rule Verification of Spacing 2X

Corner stitching [16] is a geometrical data structure for representing Manhattan shapes. Each

point in the plane of a mask is represented in exactly one rectangular tile. Both empty space and

occupied space are explicitly represented as tiles. The data structure links abutting tiles together

with four links per tile called stitches (see Figure 2-4c for a graphical representation). Corner

stitching makes an explicit tradeoff between memory and speed: corner stitched structures are

large, but some geometric operations can be performed very rapidly merely by traversing the

necessary tiles linked through the corner stitches. In particular, incremental design rule checking

can be computed with this corner-stitched data structure by verifying constraints that require

certain layers to be present or absent in areas around an edge when it is added to the mask.
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When the layout is changed, the checker records the areas that must be reverified. For small

changes, this is fast, but for large changes, such as moving a subcell, it may take minutes to

verify the move. So far, corner stitched approaches have no real ability to easily handle arbitrary

oblique geometries. In fact, this was a philosophical design choice to restrict IC designers to

Manhattan geometry to make the mask checking tools easier to construct. MAGIC [16] is a full

implementation of a corner-stitched layout editing and verification tool. It supports incremental

and hierarchical checking for MOS technology.

IIIIIII
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Original Mask (a) Fixed Grid Representation (b)

I
I

Corner Stitched Representation (c) Edge-Based Representation (d)

Figure 2-4: Mask Representations

The edge-based approach is the dominant approach used in industry. It involves decomposing

the mask polygons into edges. Edges are a flexible representation for geometrical analysis that

can handle arbitrary polygon geometry (see Figure 2-4d for a graphical representation). Edge-
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based checking is usually, but not always, done flat. Many of the detailed concerns in

hierarchical checking are largely independent of how the processing is done on the actual

geometry comprising the leaf cells at the lowest levels of the hierarchy [21]. The demand for

processing the huge volumes of data derived from flattened VLSI masks has caused an evolution

of good algorithms for the essential primitive tasks: Boolean combinations, connectivity, and

tolerance checking. The edge-based approach was first considered by Yamin [22]. Yamin’s

program generated all intersections among overlapping polygons. Biard [3] designed an edge-

based algorithm for Boolean operations on masks that has an average time complexity of O(N3/2)

and average)) space complexity of O(N1/2) for a mask with N edges. Bentley and Ottmann

[2] have presented an edge-based algorithm with time complexity of O(N log N) that reports all

intersections between straight lines in a plane. Lauther [10] uses the Bentley and Ottmann

algorithm, modified with the addition of a scanning procedure for output formatting for Boolean

mask operations. Szymanski [19] has extended Lauther’s work to do design rule checking,

connectivity analysis and device recognition. Lauther also has extended his work in collaboration

with Hofmann [8] to support connectivity analysis and device recognition.

The three approaches mentioned, fixed grid raster scan, corner-stitching and edge-based, all

have their relative merits. The fixed grid raster scan approach is noted for its simplicity, the

corner-stitched approach for its support of incremental and hierarchical checking, and the edge-

based approach for its flexibility of representation and relatively small memory usage. Our

motivation for further research in edge-based approaches is that the edge-based approaches

possess these important characteristics:

¯ Lower memory requirements than their counterparts to represent the same features.

¯ More flexibility in representing arbitrary geometry.

¯ Well-developed algorithms exist with good time and space complexities.

¯ These dominate the approaches used in the real world.

The use of hierarchy and incremental checking hold great promise and are the subject of intense

research, but flat checking approaches still predominate in today’s layout tools and motivate our

own work in special hardware.
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2.3. Scanline Algorithms

For our purposes, algorithms that process mask geometry can be characterized by their

mechanisms for exploiting the locality present in mask data. Exploiting this locality is critical

because polygons usually only interact with neighboring polygons. Many techniques have evolved

to handle locality in edge-based designs. Dividing the mask into bins is one popular method, as is

dividing the circuit layout into strips [13]. We focus on a class of algorithms from computational

geometry known as scanline-sweep methods, or simply scanline methods.1 . Lauther’s scanline

algorithm [10] is the primary algorithm that motivates our work.

Scanline algorithms are so-named because they sweep a virtual line segment, called the scanline,

across the individual polygons comprising the mask. Informally, the scanline-sweep algorithm can

be described as follows. Consider a vertical scanline sweeping from left to right across the

polygons of a mask. The scanline stops at the endpoints of every polygon edge and collects all

edges that begin, end, or cross this virtual line. This is the mechanism for locality: only those

edges that encounter the scanline need to be considered. By maintaining appropriate state

information between successive scanline stops, most of the actual checking operations simply

involve stepping through the active edges on the scanline in the appropriate order. For example,

both Boolean operations and preliminary region numbering can be done by processing edges top

to bottom in the scanline, being careful to maintain the appropriate state information between

each edge. In fact, much of the computation time accrues to the tedious but fairly simple tasks of

relocating the scanline to the next location, and stepping through the active edges on the current

scanline. In Lauther’s terminology, the virtual seanline filters out the "true" edges [10], i.e.,

those edges that represent the desired output mask.

Scanline algorithms can be described in two major sections; scanline maintenance and scanline

processing. Scanline maintenance computes where the scanline will stop next, and provides a

sorted edge stream for the scanline processing functions. Scanline processing performs the desired

mask checking functions, which include design rule checking, Boolean combinations, switch level

connectivity and region numbering. We begin with a discussion of scanline maintenance followed

1Scanline-sweep methods of processing edge-based geometry should not be confused with raster scanline used in image
processing.


