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Abstract

Buses are common computer structures. Nevertheless, high performance Global
Bus Systems are difficult to design, build and verify. A common mistake is to
underestimate the need ard complexity of empirical system measurement required
to understand, confirm or improve early designs. Instead, ad hoc metrics and
measurement techniques are frequently used that can be inaccurate or
inappropriate. GBS instrumentation techniques have no formal foundations,
instead they are knowledge-intensive; armd perhaps worse yet, this knowledge
has not been codified, so that GBS designers are each forced to re-discover it
as best they can. This report adds structure to the field of GBS
instrumentation by defining a set of metrics and data collection techniques
important in serial global bus system analysis.

Emphasis is placed at the physical and data link levels which correspond to
the lower levels of the ISO Open Systems Interconnection (OSI) reference model
and the IEEE Std 802 family of local network standards. The metrics are
measures of performance, reliability, stability amd correctness.

Instrumentation guidelines are given depending on the location of data to
monitor, required accuracy and time of instrumentation design; software,
hardware and hybrid monitors, sample and event driven techniques are covered.
A high level design for a network instrumentation center with these ideas
incorporated is also presented. The design includes special monitoring
hardware needed per bus ard bus interface, and a scheme for central collection
of monitored data to aid post collection analysis. A case study of a network
file system where these instrumentation techniques are used appears at the
end,



1. INTRODUCTION

A Global Bus System (GBS) is a collection of processing nodes that
communicate over a common bus or buses. Although buses are common computer
structures, high performance GBS systems can be difficult to design, build and
verify. A common mistake is to underestimate the need and complexity of
empirical system measurement required to understand, confirm or improve early
designs. Instead, ad hoc metrics and measurement techniques are frequently
used that can be inaccurate or inappropriate. GBS instrumentation techniques
have no formal foundations, instead they are knowledge-intensive; and perhaps
worse yet, this knowledge has not been codified, so that GBS designers are

each forced to re-discover it as best they can.

This report helps to address these problems by presenting a set of
metrics and data collection techniques important in serial global bus system
analysis. Emphasis is placed on examining the physical message exchange and

techniques for post data collection analysis.

In the remainder of the introduction is an overview of buses and
instrumentation., The set of metrics is proposed in Section 2, and includes
measures of basic performance, stability, reliability and measures specific to
several popular bus designs. In Section 3 I present the data collection
techniques, covering software, hardware and hybrid monitors, sample and event
driven techniques; a high level design for a network instrumentation center
with these ideas incorporated is also presented. Directions for future work
are covered in the conclusion. An annotated bibliography appears at the end of
this report.

1.1 Overview of Buses

A bus is a commnication technology that connects two or more digital
system elements. Parallel and serial buses are found in commercial, industrial
amd military control applications. Commercial serial buses include the
ubiquitous Ethernet [Metcalfe and Boggs 76] (also represented Dby
IEEE Std 802-3 [IEEE-802.3 85]) widely used in office automation and personal
computer networks, HYPERchannel [Thornton 79] (used for back-end storage and
mainframe computer networks), RS-422 and RS-232. There are few if any serial



bus standards for industrial control applications, although there exists a
number of completely different proprietary systems. In the military, USAF
Mil-Std-1553a/B/C, is a widely used serial bus standard used in all
contemporary aircraft to instrument sensors and activators with computers.
Commercial parallel buses include S-100 (IEEE-696), MULTIBUS (IEEE-796),
LSI-11, UNIBUS and QBUS, all intended for backplanes. For industrial control
applications, there are two prominent parallel bus standards: CAMAC
(originally used for control applications in nuclear research) and IEEE-488
(used for more modest automation test and assembly-line control).

The systems of interest in this report are called Global Bus Systems ard
consist of a number of processing nodes which communicate over common serial
buses, Figure 1-1. The length of the bus cable is typically less than a few
kilometers; communication is by messages and packet based. Detailed system
concepts and comparisons with similar architectures appear in [Anderson and
Jensen 75), [Thurber and Mason 79], [Thurber and Freeman 79], [Larsen et g_l_.
80] amd [Weitzman 80].
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Figure 1-1: A Simple Global Bus System

For my purpose each node consists of an Application Subsystem (AS) and a
Bus Interface Unit (BIU). This separation is at least functional and often
physical. Each AS is a single device, a uniprocessor or multiple processor
machine (although, for my purpose, the actual application subsystem is less
significant than the application traffic which the bus interface must handle).
The BIU's perform the interconnection tasks which support at least physical
and perhaps logical communication between nodes. The relationship among nodes,
AS's, BIU's ard buses is shown in Figure 1-2.
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Figure 1-2: Relationship among Nodes, AS's, BIU's and Buses

1.2 The IEEE 802 Reference Model

The IEEE 802 family of standards [Sze 82] encompasses the physical and
link layers as defined by the ISO Open System Interconnection (0SI) Reference
model [ISO 79], illustrated in Figure 1-3 and described below.

L]

IS0 IEEE 802
MODEL MODEL
APPLICATION
]

PRESENTATION

SESSION
TRANSPORT

NETWORK /,,*" LOGICAL LINK
DATA LINK MEDIA ACCESS

PHYSICAL PHYSICAL

Figure 1-3: ISO and IEEE-802 Network Reference Models

0SI layers 3 and above (not part of the IEEE standard) support the



exchange of messages among BIU's. On the transmit side, messages are
subdivided into packets which are released to the Logical Link Control below.
On the receive side, error-free packets are received from below and
reconstructed into messages. Error-free messages are released to higher levels
above. Errors (missing or duplicate packets, etc.) generate appropriate

action for retransmission or cancellation.

Logical Link Control (LLC) (represented by IEEE-802.2 [IEEE-802.2 85])
is responsible for the usual link control and logical connection, similar to
HDLC. LLC transforms a raw transmission facility into an error-free line and
includes procedures for 1link connection, recovery from transmission errors,

windowing and flow control,

Media Access Control (MAC) (represented by IEEE-802.3/4/5 [IEEE-802.3
85) [IEEE-802.4 85] [IEEE-802.5 85]) governs when data from LLC can be placed
onto the bus. This sublayer includes three media access procedures, i.e.,
CsMA/CD, Token Bus and Reservation (discussed later).

The Physical Layer supports the exchange of data bits among BIU's. On
the transmit side this layer accepts a digital stream and places an equivalent
encoding on the bus. On the receive side, this layer decodes the modulated
data stream and generates a digital bit stream for the layer above. Other
functions at this level are dependent on the media access procedure used
(e.g., support for collision detection and exponential back-~off with CSMA/CD).

1.3 Instrumentation Ovérview

Instrumentation provides the means to monitor systems. In general,
instrumentation is any hardware or software designed to access, (possibly)
manipulate and display system data and activity. The data might be used to
examine system performance, reliability or a variety of other characteristics.
There are three broad classes of instrumentation: hardware, software and

hybrid monitors [Nutt 75), [Svobodova 76].

Hardware monitors are devices external to the observed system that
collect data via high impedance logic probes (e.g., an oscilloscope or logic
analyzer). The process can be done without the host's knowledge, participation



or perturbation. A variety of programmable hardware monitors are commercially
available. [Bush 80], [Terplan 8lal, [Terplan 81b] and [Terplan 82] point out

what to look for in a hardware monitor and single out several commercially

available wunits. [Tarnay et al. 81] presents an overview on hardware

monitoring for measuring the Open System Architecture, and [Murray 85] for

IEEE-802.3.

Software monitors are data collection modules that are integrated into
the observed system's own software or interrupt structure. The monitor code is
embedded into system routines amd is executed when that host routine is
performed. A major drawback of using a software monitor is the system overhead
they impose. These monitors consume host system resources (e.g., CPU time,
memory, interrupts, network bandwidth, etc.) which may distort behavior of
the system monitored. Use of software monitors is not advised unless its
monitoring overhead is understood and can be factored out during analysis. A
typical use of software monitoring is for system debugging and problem
diagnosis (after which the monitors are removed or disabled).

When internal data are needed amd software monitors are not viable
(e.g., if the software monitor would incur excessive or nonpredictable
overhead, or if they simply do not have access to the data), hybrid techniques
are used. Hybrid monitor techniques integrate special data-gathering hardware
and/or software into the host such that the collection process does not
perturb the system under test. Depending on the data required, the host design
and state of host development, this instrumentation may be difficult, costly
or impossible to provide. For this reason, hybrid monitors are usually
designed and implemented with the original host. Frequently, the
instrumentation becomes as much a part of the system as the system itself.

This approach is not uncommon in testbed systems.



2. PARAMETERS TO MEASURE
This Chapter presents a set of metrics used to determine:

Basic system performance )
Measures of stability, efficiency and fairness

Measures of reliability

Location of faults
Measures specific to several bus design decisions

¥+ ++ +

Less detailed, user-oriented metrics are given by Federal and ANSI
standards on computer networking performance [Grubb 80], [Grubb and Abrams

81] ard [Seitz_e_E_a_J:_. 81).

2.1 Measures of Traffic and Performance

The general measures of traffic and performance are taken from gueueing
analysis. Several studies have examined networks (and much more) in this way

[Kleinrock 76], [Eyries and Pujolle 78], [Merle et al. 78] and [Gallo &

Wilder 81)}. These parameters .include:1

- Response Time: The average time a job sperds in the system, e.g.,
what is the amount of time from when a message arrives for
transmission and when it's sent?

- Throughput: The actual or effective rate at which jobs leave the
system, e.g., what is the number of messages sent per unit time?

- Service Time: The average time to service one job, e.qg., what is the
amount of time to process a message for transmission?

- Delay Time: The expected average or mean-time a job waits before
service begins, e.g., how long does a message wait before service
starts?

- Utilization: The percentage of time that the system is busy, e.qg.,
what is the percentage of time the system is servicing a message?

~ Arrival Rate: The rate at which jobs arrive for service; e.g., what

lReaders unfamiliar with queueing theory and statistical analysis can find
these discussed in {Kleinrock 75] or [Allen 78]; a review of statistical
approaches in measurement studies and the proper use of summary parameters
(mean, median, mode, range and standagd deviation) can be found in {Jain 79].



is the message arrival distribution and ﬁatter (smooth or bursty)?

These measures can be applied to the message exchange service as a whole

(for gross level performance) or to the individual levels and functions within

the service (making appropriate adjustment for the units of traffic). When

collected over time these measures reveal traffic and performance trends, and
identify situations when performance is acceptable and unacceptable.
Furthermore, because the measures are basic, they apply to a wide range of
system implementations amd thus provide a basis to compare different
architectures. [Larsen et al. 80] uses similar measures to compare the ring,

cable-bus, circuit-switching and shared-memory systems,

Developers can use these metrics to determine where and under what
corditions bottlenecks occur (including size and resulting delays). This
information is used to identify limiting function(s), determine buffer size
and protocol timing requirements, and may motivate new designs if performance
is inadequate. The functions listed below are prone to bottleneck and should

be monitored in this way:

Message packetizer/depacketizer
Protocol and flow control procedures
Bus allocation procedures

Buffer allocation procedures’

+ 4+ + 4+

While the latter details the behavior of the message service and
functions, one can further describe the traffic entering (and exiting) those
functions. Up to now, I have assumed that each unit of traffic was identical
and received identical service. However, there are additional message or

packet (workload) characteristics which may effect performance:

BIU source and destination

Protocol constraints (e.g., priority or deadline)
Type (e.g., data versus control)

Size (e.g., packets or bytes)

Bus assignment/allocation

+ 4+ + + +

Characterization of traffic on these distinctions documents the offered

load (which may show peculiar activity) and suggests under what conditions
functions should be tuned. Studies which have examined the relationship

-



between class(es) of traffic and performance for different systems are
documented [Kleinrock and Naylor 74], [Shoch and Hupp 80], [Krajewski 80],
[Tarnay et al. 81], {Mills 81] and [Amer 82].

2.2 Measures of Stability, Efficiency and Fairness
The previous metrics can be used to convey measures of stability,
efficiency and fairness:
- Measure of stability: The relationship of offered load to

throughput, e.g., when (if ever) does an increase in offered load
decrease performance.

- Measures of efficiency:

The ratio of user data (e.g., bits) to control data

The ratio of retrangvmissions to throughput

The relationship between throughput and bus utilization
CPU cost amd latency to send/receive a message/packet

+ + + +

- Measures of fairness: Performance variance for different traffic or
nodes, e.g., the relationship between response time and different
message classes.

Relations similar to these appear in [Kleinrock and Naylor 74], [Shoch
and Hupp 80], [Stokesberry and Rosenthal 80], [Gallo & Wilder 81] and [Amer
82].

2.3 Reliability and Validation Measures

There are other measures used in trade-off studies amd design
verification not covered by the previous measures. These are measures of

reliability and correctness.

For here, measures of reliability are given in terms of error
probabilities amd service degradation. Error probabilities should be

determined for the following:






