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Abstract

This report describes a representation for gray level patterns in digitized images bascd on intensity
peaks at multiple resolutions. The Multi-resolution Recursive Peak Tracking (MRRPT) algorithm is
a method for locating a representative subset of the multi-resolution band-pass peaks for a form in an
image. The term form is meant to denote a region in an image which is distinct from the background.

The representation is shown to be tolerant to object translation and scaling,

The MRRPT algorithm is based on a fixed-pattern peak scarch using size-scaled squarce bandpass
filters. The search is limited to the surface of a rectangle which has sides parallel to the image axes
and encloses a form in the image, thus reducing the computations required. The algorithm is best

suited to the representation of isolated forms.

In order to evaluate the descriptive content of the information extracted, the cffectiveness of the
algorithm for classification of objects using training-based models is examined. A bi-level similarity
measure is used allowing objects to be classified into groups of identical as well as similar gray scale
shape. The algorithm was able to successfully classify 92% of 24 gray-level images of tools into 6
groups of exact matches, and 90% of 20 puzzle pieces into S groups of similar matches. The
remaining 8% of the tools were correctly identified, but were classified as similar matches. The
classification performance of the MRRPT algorithm is compared to other methods of binary and

gray-level image shape description.

The cost of the algorithm is dependent upon the content of the image and the size of the form in
the image. The complexity is shown to be approximately linear in the number of pixels for a fixed
number of levels of resolution. The cost and complexity of the algorithm are compared to other

methods of image shape representation.



Chapter 1
Introduction

1.1. Objectives

Multi-resolution techniques have shown great promise for image representation. However, even
though they can be less costly than other methods, the amount of processing required to work with
multi-resolution data is still substantial. The Multi-Resolution Recursive Peak Tracking (MRRPT)
algorithm addresses the problem of reducing the cost of creating a multi-resolution representation of
a gray-level pattern in an image, and is particularly well suited to the representation of isolated

gray-level forms.

The goal of this project is to create an efficient representation based on band-pass pcaks at multiple
resolutions. The effectiveness of the representation will be evaluated with respect to its cost, and its
utility for gray-level pattern classification. While the recognition algorithm should be able to match
an image to its corresponding model, it is also desired that it be able to classify forms into groups of
similar shape (the former is of course a subsct of the latter). The representation algorithm should be
applicable to gray-level as well as binary images, and invariant to as many transformations (e.g.

translation, rotation, scaling) as is computationally feasible.
1.2. Background

1.2.1. Shape Description

For many tasks in computer vision, the source of information is a 2-D digitized image. An Nby N
digitized image is a vector of N? features. Since the use of such an enormous amount of information
for discrimination is impractical, some form of information compression is usually used. A natural
compression method uscful for isolated local patterns is to create a description of the shapes in the

image.1 In this report, shape refers to the structure of the gray level patterns in a 2D image. This

1A survey of several methods of shape description can be found in {Pavlidis 78).



usage should not be confused with three dimensional structure (e.g. "shape from™ techniques [Horn
75] [Pentand 82]). A good shape description should allow the creation of a compact, unambiguous
representation, independent of variations in scale, orientation, and location. This following

discussion assumes that the goal is to describe a single form in an image.

Shape description techniques can be divided into two categorics, edge based, and region based.
Edge bascd methods use the propertics of the edges of a form such as local curvature, and region
methods use properties of the entire regions of pixels, such as moments. Of course a shape

representation may use both edge and region based information.

Most of the early shape description techniques used binary images. Some examples of binary edge
based methods are polygonal approximation, frequency domain representation of curvature, and
syntactic description. For polygonal approximation, the boundary of the form is approximated by
line segments [Pavlidis 75] [McClure 75a) [McClure 75b], or in some cases line segments and arcs
[Albano 74]. The attributes of this simplified description (such as number of vertices and length of

sides) can then used for discrimination.

The frequency domain description of the boundary of a form is based on the Fourier transform of
local curvature [Zahn 72]. Since a form has a closed boundary, the local curvature about the
boundary is essentially a periodic function. The Fourier transform of this function can be used to
describe the form and to compare it to other form. The major problem of Fourier descriptions are
the difficulty of extracting description of subsections of the curve from a description of the entire

curve [Rice 69].

For a syntactic description, the border is segmented depending on some criteria. For example, the
division points could be positional extrema, points of inflection or extrema in curvature [Rosenfeld
69), or vertices of a ploygonal approximaion [Pavlidis 74] [Pavlidis 77]. The number, type and

relationship between the border segments can then be used to describe the form [Ledley 64].

Some examples of binary arca based mecthods are moments, the Medial Axis Transform, and

decomposition. The pqLr moment of a form is computed as shown in equation (1.1).

— P, 4
Mpg= Y %

object pizels

1.1)

Combinations of moments can be used to compute such quantities as the area, center of gravity, and

the major and minor axes of the best fit ellipse [Alt 62] [Foster 84]. Given the area and perimeter of a



form , using cquation (1.2), onc can calculate the a "thinness ratio” [Duda 73] which is indicative of

its clongation, (1.2)
_ A

T is invariant to rotation, translation, and scaling. though not necessarily unique. For a given class
of n-gons, the value of 7 is largest for the n-gon whose sides are all the same length. For clliptical

shapes, T is maximum for a circle. Of all closed curves, a circle has the largest thinness ratio.

The Media Axis Transform (MAT) [Blum 64} transforms a region into a line drawing or skeleton.
The skeleton represents the locus of points which are equi-distant from at least two boundary points.
Some cxamples of the medial axis transform are shown in figure 1-1. The major problem with the
MAT is its sensitivity to small changes in the form, such as holes or "dents”. Once a form has been
transformed into its skeleton, the structure of the skeleton can be used for recognition [Philbrick 66].

Because of its line-drawing-like nature, the MAT is especially well suited as input for a syntactic

parser.

——— MAT

/_\ — Object

Figure 1-1: Examples of the Medial Axis Transform

Decomposition attempts to break a form down into subsets of whose union is the original form.
Presumably, the constituent regions will be simpler and thus more easily described. An early
application of this technique was used in character recognition where cach character was broken
down into individual strokes [Eden 62] [Frischkopf 61]. More recently, work has concentrated on the
location of convex subsets [Pavlidis 77] [Pavlidis 68] [Pavlidis 72]. Convex subsets are used because
the methods of recognition for convex regions are better understood than those for arbitrary regions

[Skalansky 69]. A general problem with decompositional methods is their high computational cost.



Roberts was onc of the first to use gray level edge based methods for object recognition [Roberts
65]. He used the connectivity of the various edges (found using a gradient operator) to infer the
structurc of 3 Dimensional objects. Edge based techniques in general use some form of local cdge
detector such as the Prewitt [Prewitt 70}, Sobel [Duda 73). and Hucckel {Hueckel 71] opcratorsz. For
cdge bascd description, as in the binary case, the goal is to find closed contours which surround
regions, and then use them to describe the object. Problems arise when contours arc not closed, or
contours which are not related to valid image structure are located. Edge operators are especially

sensitive to noise and texture.

Gray scale region based techniques attempt to segment an image into related groups of pixels,
bascd on such criteria as intensity and texture [L.aws 80]. Once a picture has been segmented into
regions, in addition to the gray scale information associated with the region (e.g. histograms,
gradients), the regions can be treated as binary blobs and the binary shape description methods
discussed above can be applicd [Rosenfeld 69). Thus, such parameters as the size, intensity,
orientation, can be used to describe cach segmented region. The form in the image can be described

by the properties and relative locations of the regions of which it is comprised.

There are many ways in which gray scale shape can be described. The goal is to put the
information in an images into a form more suitable for recognition -- a representation. The
effectiveness of a given method will most probably vary depending on the information which is to be
represented, thus it is difficult to say which is best. However, gray scale methods can have an
advantage over binary methods since no information is lost through thresholding. An good
representation should efficiently and unambiguously describe a form without reguard to translation,

rotation and scaling.

1.2.2. Multi-resolution Methods

Of the many strategies used in shape description, one class of methods which has shown promise in
the past involves processing the input image at multiple resolutions and using features extracted from
the resulting multi-resclution sub-images to describe the gray-level patterns. Because the
information in an image occurs at many spatial frequencies, compared to single resolution methods,

mult-resolution techniques can morc completely describe an image.

Kelley was one of the first to use multiple resolution versions of an image to aid in feature

2A survey of several edge operators appears in [Crowley 80)



extraction. He used a low resolution version of an image to help plan where to scarch for edges in the
original image. The technique mercly replaced cvery " pixel with an n by n average of the
surrounding pixels, thus producing a N/n by N/n image, where N is the size of the original image.
By using the low resolution image as a map of possible high resolution edge locations, since the entire

image did not have to be searched, the cost of edge location at high resolutions was reduced.

Kelly's ideas were extended by Tanimoto and Pavlidis [Tanimoto 75] by using regularly spaced
levels of resolution. The data structure produced was termed a multi-resolution pyramid. The
general idea of a pyramical data structure is that the initial image is broken down into a pyramid of
images at multiple resolutions. The original image is the base of the pyramid. and each progressive
level is a factor rsmaller in size than the previous level. The value of a pixel depends on the valucs of
the pixels directly below it in the pyramid. At each stage, the same size filter is used to calculate the
value for the next higher level in the pyramid. However, since the image size is changing, the relative
size of the filter is also changing. This relative change in filter size is the source of the change in
resolution between successive levels in the pyramid. In Tanimoto's work, to obtain pyramid Ieveln +1
from level , a2 by 2 average was used.? Thus each level contained half an many pixels as the previous
level (r=2). The pyramid data structure was proposed as an cfficient form for data for when

performing such operations as edge detection, picture segmentation, and isolation of forms.

The use of regularly spaced resolution levels was further refined by Crowley [Crowley 82] who
proposed constraints on filter design and sub-sampling which would result in no information loss
when converting an image to pyramidal form. The result of this work was an efficient algorithm for
the calculation of the Difference of Low Pass (DOLP) transform. Unlike other pyramidal methods in
which leveln +118 related to leveln by a low pass operation [Burt 82], the DOLP transform produces a
pyramid of multi-resolution band pass levels. Crowley also proposed a representation for gray scale

shape based on the peaks and ridges in the band pass images produced by the DOLP transform.

Marr is another advocate of the use of band pass information [Marr 82]. His method was inspired
by work which showed that the response of the visual system of mammals can be approximated by
multiple resolution Laplacian of Gaussian (V’G) operators [Campbell 68] [Wilson 79]. Marr
approximated the V°G operation with a difference of Gaussians (DOG). The zero crossings of the
convolution of the different sized DOG filters with the original image were used to produce a
"primal sketch" representative of the edges in the image at various resolutions. The relationship

between the edges at various resolutions was used to create a representation for the image.,

3The use of this 2 x 2 average is effectively the same as using a 2 x 2 uniform square low pass filter, and then sub-sampling
the results by a factor of 2.



The use of multi-resolution information for image processing and representation has been steadily
increasing since its debut in the carly seventics. The techniques offer such advantages as compactness
and speed of computation, and arc cspecially well suited to images which contain information at
many spatial frequencics. Rescarch has shown that mammalian vision processing, may also make use

of multiple resolution representation.

1.2.3. The DOLP transform

Of all of the previous work on multi-resolution representation of gray scale information, the
MRRPT is most similar to the DOLP transform. In order to provide a more thorough background
for the MRRPT, the following describes the DOLP transform and representation proposed by
Crowley [Crowley 82).

If a band pass filter is circularly symmetric and has a smooth monotonicly increasing/decreasing
passband, for a given size it will respond best to image information at a particular scale. The DOLP
transform utilizes a sct of such band pass filters, with sizes exponentially related by a scale factor r.
The choice of the scale factor is not fixed, but the use of V2 yields many desirable properties
[Crowley 82]. Thus, the DOLP transform uses 7 = V2 .

For an N by N image, the DOLP transform creates a set of long band pass images. Each band
pass image 8 k(x, y) represents the information content in the original image at a single resolution.
Each bandpass image is equivalent to the convolution of the original image p(x, y) with a band pass

filter impulse response b.(x, ¥):

Br (z,y) = p(z,y) * be (,9) .
(1.3)

For k=0, the bandpass response is formed by subtracting a low pass filter g (x, ») from the unit

sample response:

bo(z,y) =6(z,y) —g0(z,9)- (1.4)

Thus, for level 0, the result of the application of equation (1.3) is a high pass image 8 o(x, )

Bo(z,y) =p(z,y) * (6(z,y) — g0 (z,9)) (1.5)
=p(z,y) - (p(z,9) * 90 (2,9)) -

For the remainder of the levels (1 < k < K), the band pass filter is formed by the difference between

two size scaled low pass filters:



b (z,9) = gk-1 (=,9) — gk (2, 9).

(1.6)

As described above, the DOILP transform creates set of images which reflect the information in an
image at several scales. The representation extracted from these images is based on the peaks and
ridges in the 3-space (x, ». k) where x and y are the image coordinates, and 4 is the resolution level.
Figure 1-2 shows the peaks located in the band pass images of a light form against a dark background.
The size of the circle is indicative of the size of the filter for which the peak occurred (and thus the
level of the peak in the 3-space). Three types of symbols are defined: 3-space pcaks (M-nodes),
2-space peaks (P-nodes), and 3-space ridges (L-nodes). The 2-space and 3-space positions of the
nodes along with their types and amplitudes are the basis of a represcntation for the gray level shape

in the image.

. L
P/\ P/ P\
4 7

P P

Figure 1-2: DOLP representation for a rhomboidal form*

4From [Crowley 82], used by permission






